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Abstract

FreeSClis a graphical adventure gameinterpreter basedon the Sierra On-
Line Script Interpreter releasedin the late 1980s. This document details the
designand implementation of an extensionto the virtual machine heap, which
allows FreeSCl to support a larger addressspaceand, in consequence bigger
adventure games.

1 Overview

In April 1999 the open source FreeSCI project was formed. The primary
output of this project was a “free' re-implementation of a graphical adventure
gameinterpreter releasedby Sierra On-Line in the 1980s. Sierra's interpreter,
SCI (Script Interpreter or Sierra Creative Interpreter) was built to overcome
limitations of their earlier Adventure Game Interpreter (AGIl). AGI was used
for many gamesthat are nowadays considered classics, such as Leisure Suit
Larry, Larry in the Land of the Lounge Lizards, King's Quest or SpaceQuest.
Into the mid- 1990sSierra releaseda variety of SCI versions, including SCI01,
SCI1.1 and SCI32.

The FreeSCI software, which is available for download, modi cation, and
re-distribution under the GNU General Public License (GPL), provides a ma-
jority of the functionalit y found in SCIO{ the rst version of SCK combined
with a scattering of the capabilities found in later SCI. Of particular relevance
to this project was the releaseof Sierra's SCIO1 in 1990, which di ered from
SCIO0 by allowing a larger amount of memory to be used. This alludes to the
primary goal of our project: To incorporate similar capabilities into FreeSCI.

At project inception the current version of FreeSCIl was 0.3.3; in order
to better understand project details an overview based on this version is be
provided rst (section 2). We outline design options we considered for our
extension in section 3, and presert the nal designin section 4. Section 5
discussesdetails of our implementation, while section 6 gives a performance
overview. We conclude with related and future work.

2 SCI and FreeSClI summary

The FreeSCl virtual machine executesSCI scripts, one form of SCI resources
It interacts heavily with the kernel and heap, discussedbelow.



2.1 Resources

SCI stores its static data (graphics, sound, bytecode scripts, and similar in-
formation) in resource les, which may either be large-volume archives (e.g.
resource.000 ) or individual per-resource les (e.g. script.001 , font.999 ).
In FreeSCl, theseare accessediia a resource manager, which abstracts various
forms of accessand performs LRU caching on them.

2.2 Virtual Machine

The original FreeSCI VM, equivalently to Sierra's, was specially designedto
run object-oriented programs; asa result FreeSCl supports many conventional
object-oriented conceptssuch as objects, classes,cloning, delegation, dynamic
dispatch, and overriding of methods by subclassing. As in Smalltalk[GRI83 ],
both classesand objects serve as mutable ertities and are treated equally by
the run-time system.

The interpreted SCI bytecode, a general-purpose 16 bit bytecode, consists
of 123instructions total, which read, modify, and write information contained
in variables within the current code's scope or within the VM register set
(Object self reference, accumulator, stack pointer etc.). This is detailed in
[SRI" 02] and implemented in run_vm(), freesci/src/engine/vm.c

2.3 Kernel

The bridge betweenthe VM and the world of real programs is provided by ker-
nel functions, which provide support for displaying graphics, playing sound,
polling input, writing and reading data to and from the hard disk, and han-
dling complex arithmetic and logical tasks. Kernel functions are invoked by
a dedicated VM operation, callk , which looks them up in a kernel func-
tion table, generated in freesci/src/engine/kernel.c during startup from
information contained within the program to be executed. The functions it
contains are located in freesci/sci/

engine/k*.c .

2.4 The Heap

The SCI heap is a 64k data segmen (addressable by a single 16 bit integer
value), of which the rst 1000 addressesare reserved. At runtime, it contains
the argument stack (1k) and a number of dynamically allocated entries, such
as lists, cloned objects, and scripts.

2.5 Scripts

SCI scripts, one of the SCI resourcetypes, contain the actual SCI programs.
They are further divided into up to ten kinds of script segments (such as static
string data, script-lo cal variables, objects, bytecode{ see[SRI* 02] for details),
someof which require post-processingduring script instantiation , which is the
processof making a script available for processingor referenceby the virtual
machine, either to accessdata contained within it, or to executeits bytecode.

The stepsto instantiate a script are as follows (and, with the exception of
the rst two, in no particular order)

The heap is searded for su cien t contiguous space.

The target script is copied into the contiguous space.

All pointers (tagged in a special script segmert) are relocated.
All object/class method pointers are relocated.

Objects and classesreceive the location of the script's local variable
block, if presen.



Objects receive the heap o set of their 'species' object (the statically
de ned object they are a copy of).

Objects and classegeceive the heap addressof their superclass,if presert.

If aclassisto bereferencedis not presert on the heap, the script it belongs
to is looked up and instantiated implicitly . Script un-instantiation (the process
of freeing the memory allocated by the script), however, must be requested
by scripts explicitly .

2.6 The Problem

As detailed above, the heap is used for script instantiation/un-instan tiation
during runtime. Around 1990, however, Sierra began producing gamesthat
required the simultaneous presenceof more scripts than could be t into 64k;
in order to accommadate for this, they elected to conserwe heap space by
splitting script les into two parts at load time: a dynamic part, destined
to reside in the heap as before, and a static part, stored externally. These
changeswere incorporated into Sierra's SCIO1 and used by a variety of new
gamesincluding Quest for Glory 2! and Conquests of the Long Bow?.

3 Design Options

There appeared to be two obvious approaches to the problem identied by
this project:

1. To increasethe heap space,or
2. To decreasethe number of scripts presert on the heap simultaneously.

Independert of the choice, at any point in time any point on the heap
previously addressableby SCI scripts would have to remain addressableand,
furthermore, any referencewould always have to be unambiguous.

Based on the two approaches above, the following four potential solutions
were then outlined: Migration to a 32-bit heap, ReferenceTracking, Indirect
References,and Shadowv References. Details for all of these can be found in
[Rei02]. The latter three rely on the establishmert of an extra heap, requiring
scripts to be moved in betweenheapson demand. As aresult of the evaluation
performed during the derivation and analysis of potential solutions, a few
additional project goals were identi ed:

The solution should contribute to nativ e represertation.
Project completion within 10 weeksshould be possible.

A mechanism for step-and-compare debug operations should be pro-
vided.

By rst collapsing the last three proposed solutions into one approach and
then considering the rst one separately, we wound up with two dierent
designs:

3.1 Prop osed Design #1: Shadow Memory

The approach taken here would rely on a \shadow" heap. Whenever an at-
tempt was made to instantiate a script but insu cien t memory was available,
somescripts would be removed from it and placed in shadowmemory in order
to free enough heap to accommadate the new script. If a script no longer
on the heap was referenced, it would be retrieved from shadov memory and
put back onto the heap with updated memory references(p ossibly requiring
removal of other scripts). The selection of scripts to remove would be policy
based,i.e. LRU, LFU, stack based, working set, etc. Assuming LRU policy,

1Registered trademarks of Sierra On-Line, Inc.



an agewould be assaiated with ead script; this would be reset as whenewer
the script was touched by the program counter or a data access.

3.1.1 Shadow Memory Issues

Unloading scripts would have to automatically invalidate any pointers into
them while still preserving su cien t information to allow these pointers to be
recovered when the script was re-instantiated. Handling this is non-trivial (as
outlined in [Rei02]) and thus error-prone.

3.1.2 Shadow Memory Pros and Cons

This designis best characterised as nasve; its implementation would be fairly
well con ned to certain portions of the FreeSClimplementation. On the other
hand, either referencetracking or a complicated indirection mechanism would
have to be implemented; furthermore, having to physically copy scripts would
be likely to raise performance issues.

3.2 Prop osed Design #2: Heap Extension

Instead of moving scripts o /on to the heap, a separate, extended heap would
be formed out of memory segmerts. Individual segmens would be created
to contain scripts, lists or the stack (or other addressable entities, such as
cloned objects). Segmer numbers would be dynamically assigned during
script instantiation or generated during the allocation of whatever kind of
data wasto be stored within the corresponding segmern. Instructions, objects,
classesanything within a segmen, would be referenceableby hsegmert; o set i
tuples{ thus, their combined type (SegmentldType OffsetType ) would
now becomethe type of all variables readable and writable by SCI bytecode
(since SCI allows all of these storage locations to be used for any type of
value).

3.2.1 Heap Extension Issues

Many kernel functions rely on direct accessto the heap. The most obvious
solution to this would be to convert all of them to take advantage of the new
design; this seemedunfeasible within the time frame allotted for the project,
though. Instead, an emulation layer for old kernel functions, providing them
with the run-time environment they are usedto, could be provided by copying
data in betweenthe \real" heap and the one used for emulation.

A separate disadvantage was that this design would a ect a large cross-
section of the FreeSClvirtual machine and require the modi cation of seweral
kernel functions.

3.2.2 Heap Extension Pros and Cons

This design o ers seweral benets, as previously stated; it scalesalmost arbi-
trarily , and major copy operations outside of the (temp orary) emulation layer
would not be required. On the other hand, one layer of indirection would be
required to evaluate the segmen part of all addresses.

3.3 Conclusion

The benets of the two options diverge rapidly. Although both eliminate
the 64k heap barrier, shadov memory avoids the additional overhead of ker-
nel function emulation. On the other hand, the heap extension approach
scalesarbitrarily . Under this secondsolution, an almost unlimited number of
heap segmerts (and thus scripts and objects) could be accommadated with-
out aecting performance, while the rst solution would scale poorly when



confronted with a large set of used scripts, spending a tremendous amount
of resourcesdoing little but loading and unloading those. Beyond immediate
pragmatic issues,the long-term bene ts of the proposedheap extension would
include an easy migration path to full 32 bit support. Therefore, despite the
considerably larger cross section of FreeSCI requiring modi cations and the
aforemertioned short-term performance loss, we chosethis option.

4 Final Design

As noted above, the heap extension required major modi cations to the FreeSClI
virtual machine. Essertial elemerts of the nal designare listed individually .

4.1 Port the VM to a 32 bit address space design

This involved changing the type of all readable and writable values (ob-
ject/class property variables, script-lo cal variables, and the stack) to the new
type reg_t hsegmert; o seti, thus allowing any segmern and any (16 bit)
location within it to be referenced.

4.2 Handle Segments via a Segment Manager

Much of the heap extension design revolved around the concept of a sgment
manager. It is the segmen manager that allocates and de-allocates chunks
of memory{ segmers. Script instantiation, too, would be managed by it, as
a specialised caseof allocation. Each of these is identied by a segmen 1D{
the segment part of reg_t values referencing it{ and an o set part, whose
interpretation is segmen-dependant. A table of all segmerts is kept within
the manager.

Segmerts are typed, meaning that their elemerts describe di eren t obejcts,
intended for di erent purposes;this makesit possibleto determine the type
of any reg_t by arun-time lookup within the manager.

4.2.1 Segment layout

While segmerts are allocated on demand, one segmert is be reserved for arith-

metic operations; we chosesegmert O for this. O set zeroin segmert zero also

servesasa universal null pointer; the relevance of this becomesapparent when

considering uni ed kernel type cheding, asdiscussedin subsection5.4. Other

legal addressesare automatically assaiated with the segmert's type, thus

e ectiv ely allowing the type of any referenceto be determined in O(1) time.
The precisetypesof segmeris are discussedin section 5.2.1.

4.2.2 Emulate Kernel Functions

A number of kernel functions needto be emulated; the idea behind this wasto
usea \fak e" 16 bit heap. Its preciseimplementation is discussedin subsection
5.4.

Figure 1 illustrates how the core componernts of FreeSCl interact under the
new design. Note the absenceof a single untyped heap above; the segmert
manager now takesits role. The advantagesof this designare seweral fold. The
new register type and segmen manager provide e cien t accessnto individual
segmers and, as a result, almost unlimited spacewith no long-term cost. As
hinted to above, a side e ect of the segmert manager's distinction between
types of segmerts is a form of dynamic type-cheding, allowing us to more
quickly stabilise the run-time environment. Finally, kernel call emulation
provides a gradual path to full 32-bit mode, which ts very well with the
time line of this project.
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Figure 1: FreeSCIVM Extension Final Design

5 Implemen tation

In this sectionwe will rst examine a number of fundamental changesmade to
re ect the new VM design, followed by the modi cations required for various
subsystems (including the virtual machine itself). As it will turn out, the
kernel and VM changesrequired a number of further modi cations to most
other subsystems.

5.1 FreeSCl essernials

FreeSCl maintains very little in the way of global state (in the senseof global
C variables), exceptions having been made only for debugging purp osesand
for certain subsystem drivers. The global VM and subsystem state is stored
within astate _t structure, which will bereferred to asthe glokal state instead;
this state is explicitly passedto a large number of functions.

It also serves as a starting point for serialising the VM state and writing
it to hard-disk, for later retrieval. This feature was disabled for the course of
our project, since we felt that it was orthogonal to our work, which should
therefore not conceptually invalidate the mechanisms used for persisting and
recovering the VM state. Exempt from this are le descriptors; also, persisting
or recovering from within an upcall is not possible. The source code for both
mechanisms is created by custom code generation mechanisms.

5.1.1 System calls

System calls in FreeSCI serve two purposes: Providing interfaces to operat-
ing system serviceswhich would, otherwise, not be accessibleto scripts, and
implementing certain algorithms with a higher performance than would be
possible in bytecode. Both kinds of calls are accessedindiscriminately by
using the callk operation; as such, we will refer to both as \k ernel calls",
following the notation implied by SCI.

5.2 Core changes

While the aforemertioned design suggestsa radical departure from the classi-
cal 64k heap approach in favour of the more scalable segmen manager model,
it also mentions emulating the run-time environment provided by the former
in order to allow running old 16 bit kernel calls (see5.4). As sudh, old types,
such as the 16 bit heap_ptr type for pointers to heap space,were kept with
the intention of retiring them in a mid-term timescale. reg_ts were used to
e ectiv ely replace it wherever possible,though someexceptions were made in
kernel code, which often usesimmediate (C-level) pointers (if there is no risk
of exposing these to the virtual machine) for performance reasons.



Currently, 16 bits are reserved for segmen addressesalthough this number
could be changed easily; no part of the code relies on segmen addressesbeing
restricted in any way, allowing the VM to potentially scaleto much larger
addressspaces. 16 bits were chosenfor performance reasons(i.e., in order to
t reg-tsinto a single register even on 32 bit machines); so far, we have not
found any existing program that requires more than 6 bits.

The existing heap.t structure, the \old 64k heap", within the global state
was maintained; it was formerly usedto store all data directly referenceable
by interpreted code, in its entirety{ by this, we mean that even irrelevant
structural details encapsulated by kernel functions were explicated on the
heap; as an example, doubly-link ed list nodeswere represerted as a heap area
storing the successorand predecessomodesalong with the node key and value,
even though none of these could be accessedby any means other than SCI
kernel functions? and could therefore easily have resided o -heap. Instead,
we treated it as being \deprecated", i.e. all code making explicit use of it,
with the exception of kernel code we intended to implement using this very
heap, was modi ed to, instead, use the new Segmern Manager for allocating,
dereferencing, and deallocating memory.

Due to the change in semartics, we will refer to the heap.t structure as
the emulation heap, and to the data managedby the segmer manager simply
as the heap.

5.2.1 Implemen tation of the segment manager

On demand, the following typesof segmerts can be created (this list is subject
to change as newer versions of SCI are supported):

1. Script: After script instantiation, the raw script data residesin such a
segmer, along with the script's objects (which are distinguished from
the rest by being listed in a segmert-speci c object/class table; embed-
ding objects' IDs into unused parts in the raw script data allows them
to be looked up in O(1) time). A script's local variables, if presert, are
stored in a separate segmert.

2. Clones: All objects generated using the Clone() kernel call reside in
such a segmert; eac o set (if valid) points to an object.

3. Locals: Complementing a script, eact \lo cals" segmen contains local
variables shared by all code within the script. To simplify addressing
these, they were split o into a separate segmen. Note that not all
scripts have assaiated \lo cals" segmerts, since not all scripts possess
local variables. All local variables arereg _t s; referencesinto this segmert
refer to a local variable identied by the corresponding o set. (This
approach hasbeenre ned sincethe initial revision of this documert, see
App endix A).

4. Stack: The stack segmern contains the global data stack, used for

parameter passing and local function variables; the addressing scheme
equals the one used for local variables.

5. System strings: This segmen contains a small number of reserved
system strings, which are accessibleby meansof certain kernel functions
(such asthe current savegame (p ersistencestore) directory); ead index
corresponds to one string.

6. Lists: Self-explanatory. Each oset index into this kind of segmen
points to onelist (if it is valid).

7. No des: As with lists, except for list nodes (which are hkey;valuei pairs
with successorand predecessornode pointers).

2Note that this no longer holds with the Memory() system call having beenintro duced in SCI01;
this allows direct heap address. FreeSCI sewerely restricts the use of its function by only allowing
accessto dynamic memory, which is also the only thing it is used for in practice.



8. Hunk: Hunk memory is addressedby providing one o set per allocated
hunk entry; this represerts \far" memory, which cannot be accessed
directly by SCI scripts{ it can only be allocated and deallocated. It
arises as a side e ect of somekernel functions.

9. Dynamic Memory: Dynamic memory wasintro ducedin SCI01. While
we were not aware of this when starting on the project, the segmen
manager turned out to be well-suited and su cien tly exible to incor-
porate this type of memory straightforwardly. Dynamic memory can
be allocated by SCI scripts on demand and can be read from and writ-
ten to freely; since this usually goes hand in hand with pointer arith-
metics, these are explicitly allowed for dynamic memory segmerts (see
also 5.3.1). Currently, one segmen is allocated per dynamic memory
block.

Note that the interpretation of o sets varies with ead kind of segmen, ac-
cording to the needsof the data stored in it. For example, Clone segmeris
identify ead cloned object with one o set; this allows 65536 clones to be
stored in it. By only exporting relevant and \legal" addresses,addressspace
is consened and internal handling is simpli ed.

Script instan tiation

The script instantiation processchanged noticeably in betweenthe old and
the new FreeSClimplementations. As outlined in[SRI* 02], scripts consists of
segmers of their own; the only segmerts of concernto us here will be objects
and classes(which are identical, as far as the algorithm is concerned), the
local variable block (which is optional but must be unique, if presert), and the
relocation table, which indexesall pointers within objects or the local variables
that require relocation after script instantiation.

First, if a variable block is presert, a separate\lo cals" segmer is created
for it and directly referencedby the script segmer (for fast lookup). Next, for
all objects and classesan entry in a script-speci ¢ object table is allocated,
yielding a obj -t structure, into which the object's data and meta-data are
copied. Also, part of the object's data in the script is overwritten with the
index of its corresponding obj _t, to simplify reverselookup. Both for locals
and for objects, we must transfer 16 bit integersinto 16+ 16 bit reg_t struc-
tures; for this, we assumethat all valuesreferencedthusly are values, i.e. we
set their segmer to O.

However, object properties (instance variables) and locals may be pre-
initialised not only with numeric values, but, also, with referencesto objects,
classes,and certain kinds of static data within the script they reside in. A
script's relocation table allows the interpreter to distinguish between values
and pointers; it can be used almost straightforwardly here, except that the
places referenced must now be re-interpreted by mapping them to the ap-
propriate entry of either the locals or the object table; this, unfortunately,
requires iterating through the object table, resulting in an O(r logo) instan-
tiation time, wherer is the number of entries in the relocation table and o is
the number of objects and classes.

Sincethe number of objects and classestends to be small, we have not yet
done any work in order to further optimise this.

5.3 Changes to existing subsystems
FreeSClI can be (roughly) split into the following subsystems:
1. Resourcemanager
2. System abstraction layer
3. Virtual Machine
4. Kernel



Built-in Debugger
Sound subsystem
Graphics subsystem

© N o O

Con guration manager
9. Segmen manager (newly intro duced)

Neither the resource manager nor the system abstraction layer required any
changes (as they simply serve data and elemertary functionalit y to the rest
of FreeSCl). All other systems, however, neededto be modi ed.

5.3.1 Virtual Mac hine

The FreeSCl Virtual Machine required the most radical modi cations, practi-
cally resulting in a complete re-implementation. Messagepassingmechanisms
as well as direct exported function call handlers were modi ed to be able to
tak e advantage of the segment manager, the kernel call interface was adjusted
to re ect the type changesand to support a uni ed type checking medcanism
(discussedin 5.3.2), instruction fetching was generalisedfor segmen manager
treatment, and VM operations were re-implemented for reg -t usage.

Handling pointer arithmetics
The meanings of o sets dier betweendierent kinds of segmerts, there-
fore (and in order to detect program bugs) pointer arithmetics are caught and
handled explicitly . From a simple semartical point of view only a restricted
subsetof operations on pointers \mak essense";theseare adding and subtract-
ing integer valuesto and from pointers, and subtracting two related pointers
(pointers in the samesegmen). Also, comparing pointers with H0; 0i and with
other pointers must be permitted.
We have only implemented a subsetof these, which appearsto be su cien t
in practice, but do intend to extend on this.

5.3.2 Kernel

During program loading, FreeSCl extracts the number of kernel calls (speci ed
by name) neededby the program in question and generatesa kernel call table,
which allows them to be called by an integer index during run-time.

While the changesto the kernel function interface were minimal (mod-
ied to directly passin a referenceto a sequenceof reg_ts as opposed to
a heap_ptr describing the heap location of the data for indirect usage), the
dierent treatment of numeric and non-numeric values soon turned out to
be a hassleto deal with. Since it would have been much more convenient
to chedk argument typesin a certral location (thus allowing kernel function
implementations to focus on the work at hand), we implemented a uni ed
signature veri er (kernel.c ), which tests the arguments passedto a kernel
call against a signature speci cation. This speci cation is compiled at startup
time, for eac kernel function the SCI program links against, and provided as
a character string in the kernel function map.

This map used to consist solely of a list of hhame; functioni pairs, from
which the aforemertioned kernel call table is generated; we now extended it to
also carry the signature speci cation. Signatures are built from the following
primitiv es:

. Integer

‘0" Object

'I'"; List

List node

'r'. Reference(string, bulk data)



z" Null pointer

".". Anything (e.g. for the IsObject() call)

"*'." As usual, the Kleene star indicates that the object (here: the type)
it succeedsmay be omitted or specied an arbitrary number of times.
This is useful for some \system library" style kernel functions taking
a variable number of arguments. (In practice, these functions have to
implement their own type cheding.)

It is also possibleto allow seweral typesin one argument, e.g. for functions
requiring pointers which may be null.

Another extension was made to this list, which allowed functions to be
speci ed in one of two styles: As an \old" kernel function, or asa\new" one.
The latter speci cation is consistert to our previous statements, whereas, for
the \old" calls, the signature wasomitted and the actual C type of the function
given in the kernel function map was that of a pre-segmen manager kernel
call. Due to time restrictions, only about a third of all kernel functions could
be ported; the other functions were treated by an emulation layer (discussed
in detail in 5.4). For these, the function specied in the kernel call table
is kEmuold (in kemuold.c ), which performs the steps listed there. Kernel
functions are always passedtheir numerical index; thus, kEmuold can look up
the function it must emulate in a separate emulation kernel call table, which
is generated in the same passas the standard (non-emulation) one.

5.3.3 Debugger

FreeSCIl comeswith a built-in debug subsystem, which provides a simple text
parser and a hook for parametrised functions, variables, and text documents
for on-line debugging. It serves both to debug FreeSCl, and to debug SCI
programs.

Formerly, the text parser was only aware of string and number types as
potential parameters for debugger functions; this had to be extended in order
to allow reg_t parameters to be passed,for addressesto be meaningful. For
this, we chose a <segment>:<offset> notation and extended the text parser
to be able to substitute register valuesor heap addressesof objects looked up
by name instead (seethe addresses.3 manual page of the FreeSCI built-in
debugger).

5.3.4 Graphics subsystem

The FreeSClI graphics subsystemis widget-based. For purp osesof debugging,
it assciates the heap address corresponding to eact widget with the wid-
get itself. These addresseswere not su cien tly abstracted from the widget
speci cation, resulting in a small number of changesin order to addressthis
issue.

5.3.5 Sound subsystem

The sound subsystem used to control, send commands to, and receive asyn-
chronous song cuesfrom an asynchronous sound server. Songcuesare used by
SCI programs to synchronise music output with graphical e ects; when a cue
(embeddedin a MIDI-lik e song stream) is received, a property of an on-heap
object is modi ed to re ect this. This assaiation of cuesand heap addresses
caused a similar problem as the one described for the graphics subsystem;
however, for sound we decided to take a more radical approach. Sound cues
not being delivered and programs hanging becauseof this had been one of
the biggest obstaclesin porting FreeSCI to new platforms; essemnially, some
sort of platform-sp eci ¢ sound server{ using processesand System V IPC or
threads{ had to be implemented; much code duplication had taken place for
these, turning them into a maintenance nightmare.
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Our replacemen design decoupled sound cues from music playing; while
the latter part has not yet beenimplemented, implicitly \p olled" sound cue
delivery hasbeenshown to work (without requiring a concept of asynchronous
processesor threads to be presert on the target platform). The underlying
concepts allow for a great deal of exibilit y; discussing them, however, is
beyond the scope of this paper.

5.3.6 Conguration  manager

Changesin the con guration subsystem were minimal and consisted of dis-
abling irrelevant options formerly useful for the sound subsystem.

5.4 16 bit kernel call emulation

In order to allow re-use of existing kernel functions, we implemented an emu-
lation layer, providing them with a heap similar in structure to the one used
in FreeSCI-0.3.3. In order to accomplish this, the aforemertioned emulator
function kEmuold() would prepare the heap, invoke the old function (passing
it areferenceinto the emulation heapto alocation prepared for this purp ose),
and perform post-processing.

Providing old kernel function with 16 bit arguments was trivial for nu-
meric parameters; however, the handling of some call-by-reference arguments
turned out to require more sophistication. We allowed for two other types of
arguments to be passed: Bulk data (‘r' type) and objects (‘o' type).

For pre-processing, we copy objects and referenced bulk data to a free
location on the emulation heap; this location is then provided asthe argument
of the corresponding location in the 16 bit argument list, stored in a dierent
location on the sameheap. Furthermore, the following steps are required:

Ob jects : When writing objects to the heap, we strip their properties
(variables) to 16 bit values, after execution they are read back by copying
all valuesthat usedto be arithmetic ones.

Bulk data: In practice, it is not possible to precisely determine the
size of bulk data; therefore we performed bulk copying of all potential
data. However, it is possiblethat the data copied may encompassdata
referencedby di eren t arguments; we thusly had to implement an O(n?)
loop cheding for overlaps and truncating data length appropriately if
any were detected. Again, in order to allow modi cations to it to persist,
we had to copy it back to the originating location afterwards.

5.4.1 Limitations of the emulation layer

The emulation layer only allows object and referencetypesto be passed;other
types, such as lists, would have required much more sophisticated emulation.
Instead, we decided to re-implement the corresponding functions by hand.
Since we assumedthat all return valueswere numeric, we had to do the same
for six functions returning pointers (although this could have beendealt with
by classifying the corresponding functions accordingly). Furthermore, the 16
bit stripping of objects did not allow us to re-use kernel functions that made
use of these (by reading or writing them), neither wasit possiblefor them to
perform upcalls.

However, we only found three functions that required this functionalit y;
again, porting them to our new design proved easy so we sav no justi able
reasonfor extending our emulation layer.

5.5 Concurren t debugging

Concurrent debugging, or \Co-debugging" for short (seethe codebugging.3
manual page of the FreeSCI built-in debugger), was introduced in order to
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allow us to quickly identify semartic di erences betweenthe 'glutton' imple-
mentation and 'classic' FreeSCI. For this, weusedUNIX' fork() and execvp()
system calls to start an instance of the old FreeSCl interpreter in parallel to
our new one, piping its output into a third process,which modied it with
ANSI colouring. All commandssert to the foreground process'debuggerwere
also sert to the old FreeSCI processover pipes, allowing us to have a single
debug commands executed by both processessimultaneously.

This feature turned out to be extremely helpful during the initial stage of
developmert; unfortunately , the dummy graphics driver we had implemented
for the old interpreter for this purpose was not capable of receiving input
evernts, sothat, late during a program run, when userinteraction wasrequired,
we could no longer keep both interpreters synchronised automatically .

We believe that this approach, in general, should be very useful for under-
taking similar tasks; we would like to point out, however, that better results
than ours could be achieved by doing the following:

Transform the state or state changesinto a uniform algebra on both
sides, to allow them to be compared automatically

Explicitly pass side e ects (input, gettimeofday() results etc.) from
one processto another to maintain synchronity

6 Performance

In order to be able to estimate the changesin performance, we ran a number of
bendchmarks with both the 0.3 and our 0.6 interpreter. The latter incorporates
a number of optional chedks closeto the VM core; since we believed that these
could have a measurable performance impact, we ran our tests both with and
without these. For the old interpreter, the asyndhronous sound server process
was disabled in order not to taint the results by IPC delays.

The following benchmarks were run:

1. SQ3/25k : This \real-life" benchmarks measured the time needed to
executethe rst 25000instructions in Space Quest 3% as a protot ypical
SCI program.

2. Loop/50k : 50000iterations over a no-op loop.
Nativ e callk/50k : 50000calls to a nativ ely supported kernel function.

4. Emulated cbv callk/50k : 50000calls to an emulated old kernel func-
tion with a single integer argument.

5. Emulated cbref callk/50k : 50000 calls to an emulated old kernel
function, taking a reference (a string) as an argument, thus requiring
copy-in and copy-out of the string (32 bytes) and the data following it
(2k).

The results were averaged over 50 runs and are summarised in gure 2.

We expected to be on par with the old interpreter, despite using larger
numbers for register values, becauseof one layer of indirection having disap-
peared by referencesbeing handled on the C level whenewer possible. How-
ever, our benchmarks indicate that the performance overhead incurred by
this indirection was much more sewere than originally anticipated; the micro-
benchmark results are particularly encouraging and indicate that porting the
remaining kernel functions should give a noticeable improvemert in runtime
behaviour.

w

7 Future work

Following our obsenations from the benchmark runs, porting the remaining
kernel functions seemslike a worthwhile goal (particularly since it will allow

3Space Quest is a registered trademark of Sierra On-line, Inc.
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Figure 2: These bendhmarks were run on IA32 (400 MHz Intel Pentium 2) Linux 2.4.18
machines, and on Solaris running on an Ultra 10 (300 MHz UltraSP AR C-11i) workstation.
Both machines were equipped with 128 MB of memory and were running in multi-user
mode with a negligible background load.

us to get rid of large piecesof obsolete code). A much more urgent change,
however, is a modi cation to the addressingschemeto allow local variables and
the stack to be addressedbelow reg _t granularity, as required for addressing
parts of strings located within them*. Once this has beendone, the remaining
ways to do pointer arithmetic should be implemented.

Beyond that, we plan to re-implement the sound subsystem and savegames,
and to expand the functionality o ered by FreeSCI to provide support for
later versionsof SCI.

8 Related work

Virtual machine code has beenused in varying forms of P-Code[Nel79]; cur-
rent VM systemsinclude Java[GJSB] and Microsoft's CLI[Mic ]; Our system
is probably closestin spirit to the one usedin Smalltalk-80[GRI83]. Dynamic
type cheding for tagged memory was implemented in the Symbolics LISP
machine[PT87].

Re-implementations of interpreters with similar feature sets have been at-
tempted for AGI[SG* ], SCUMM[JB * ], Usecale[JSF" ], and Z-Code[SJ' ], al-
though none of those extend the memory model in this fashion.

Various variants of system calls are implemented in all of these systems;
existing commercial VMs ones usually also provide extensible interfaces to
these. For example, Java[GJSB] employs a similar approach with code im-
plemented using its \Java Nativ e Interface"[Sun], although this, unlike the
one presert in FreeSCl at this time, allows \nativ " code to be shipped with
programs without requiring modi cations to the Virtual Machine.

9 Conclusion

We have succeededin extending the FreeSCl Virtual Machine with a scalable
and exible virtual memory mechanism, and in providing a number of useful
improvemerts along the way. Our emulation scheme for old kernel function
turned out not be fully general, but wassu cien t for our purp oses.We believe
that the extensions we made will be sucien t for future work on FreeSCl,
allowing us to implement even later versionsof SCI.

4This was implemented after the initial document revision. Seeappendix A for details.
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A Heap References

In order to accommadate for sub-reg _t resolution references,a new referencing
scheme has since been implemented. Its o sets now reference by physical
address; however, any attempt to use a referenceas a reg_t still require the
data to be aligned to sizeof(reg _t) (enforced within kernel dereferenciation
code).

Due to platform dierences, it is therefore possible for referencesto have
di eren t meanings on di eren t machines.
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